
VU Research Portal

Reward Modulates Visual Selective Attention

Bucker, B.

2017

document version
Publisher's PDF, also known as Version of record

Link to publication in VU Research Portal

citation for published version (APA)
Bucker, B. (2017). Reward Modulates Visual Selective Attention. [PhD-Thesis - Research and graduation
internal, Vrije Universiteit Amsterdam].

General rights
Copyright and moral rights for the publications made accessible in the public portal are retained by the authors and/or other copyright owners
and it is a condition of accessing publications that users recognise and abide by the legal requirements associated with these rights.

            • Users may download and print one copy of any publication from the public portal for the purpose of private study or research.
            • You may not further distribute the material or use it for any profit-making activity or commercial gain
            • You may freely distribute the URL identifying the publication in the public portal ?

Take down policy
If you believe that this document breaches copyright please contact us providing details, and we will remove access to the work immediately
and investigate your claim.

E-mail address:
vuresearchportal.ub@vu.nl

Download date: 23. May. 2023

https://research.vu.nl/en/publications/bc2cdcfc-c6a3-40cc-97ee-23800b780451


	
	

	 9	

	 	Chapter 1 
 
 

A Selective Review on how 
Reward Modulates Visual 

Selective Attention 
 



	
	

	10	

Part	I:	Reward	learning	modulates	visual	selective	attention	
	

Over	 hundreds	 and	 thousands	 of	 years	 of	 evolution	 our	 brain	 has	
evolved	 to	 promote	 reproduction,	 survival	 and	wellbeing.	 In	 order	 to	 realize	
these	 goals	we	 need	 to	 adapt	 to	 the	 environment	 to	maximize	 positive	 and	
minimize	negative	behavioral	outcomes.	As	adaptation	 inherently	 involves	an	
interaction	 between	 the	 organism	 and	 its	 environment,	 our	 brain	 must	
effectively	represent	the	outside	world	in	order	to	plan	and	produce	adaptive	
behavior.	For	humans,	vision	is	the	most	important	sense,	which	is	reflected	by	
the	 finding	 that	 the	 largest	part	of	 the	brain	 is	devoted	 to	visual	 information	
processing.	 However,	 our	 ability	 to	 represent	 the	 abundance	 of	 information	
contained	 in	visual	scenes	 is	severely	 limited	given	the	capacity	 limitations	of	
our	 brain	 (James,	 1890).	 This	 implies	 that	 all	 stimuli	 in	 the	 visual	 field	
constantly	 compete	 for	 representation	 and	 further	 cognitive	 processing,	 so	
that	 only	 a	 small	 part	 of	 the	 incoming	 stimuli	 can	 play	 a	 role	 in	 guiding	
behavior.	 Visual	 selective	 attention	 resolves	 this	 competition	 by	 selectively	
enhancing	and	suppressing	parts	of	the	incoming	visual	information.	According	
to	 the	 biased	 competition	 model	 of	 attention	 (Desimone	 &	 Duncan,	 1995),	
competitive	neuronal	interactions	are	biased,	so	that	attended	stimuli	receive	
priority	over	unattended	stimuli.		

What	stimuli	are	prioritized	over	others	has	important	implications	for	
survival	 and	 wellbeing,	 as	 a	 stimulus	 must	 be	 selected	 before	 it	 becomes	
available	 for	 higher	 order	 cognitive	 processing	 such	 as	 memory,	 decision-
making	and	motor	control.	In	addition,	it	is	of	critical	importance	how	quickly	a	
stimulus	is	selected,	as	rapidly	attending	a	stimulus	maximizes	the	amount	of	
time	to	act	on	that	stimulus,	while	failing	to	attend	a	stimulus	may	result	in	a	
missed	opportunity	to	obtain	reward	or	avoid	an	aversive	outcome.	The	most	
prominent	 models	 of	 visual	 selective	 attention	 have	 described	 attentional	
control	 in	 terms	 of	 goal-driven	 (i.e.,	 top-down)	 factors	 related	 to	 the	 task-
relevance	 of	 stimuli	 on	 the	 one	 hand,	 and	 stimulus-driven	 (i.e.,	 bottom-up)	
factors	related	to	the	physical	salience	of	stimuli	on	the	other	hand	(Corbetta	
&	 Schulman,	 2002;	 Desimone	 &	 Duncan,	 1995;	 Posner,	 1980;	 Theeuwes,	
2010).	 The	 coexistence	 of	 both	 these	 attentional	 control	 mechanisms	 is	
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advantageous	 for	 survival	 and	 wellbeing	 as	 they	 share	 mutually	 beneficial	
interdependencies	 (Sutton,	 1990)	 and	 offer	 a	 different	 approach	 in	 terms	 of	
the	 trade-off	 between	 cognitive	 effort	 and	 speed.	 While	 goal-directed	
attentional	control	can	 flexibly	prioritize	stimuli	 that	are	essential	 for	current	
goal-directed	 behavior,	 it	 is	 cognitively	 demanding	 and	 relatively	 slow	 to	
develop	as	it	relies	on	a	cognitive	representation	or	internal-model	of	the	task	
at	 hand.	 Conversely,	 stimulus-driven	 attentional	 control	 develops	 relatively	
quickly	 and	 effortlessly,	 and	 automatically	 prioritizes	 stimuli	 that	 stand	 out	
from	 their	 surroundings	 in	 terms	 of	 their	 low-level	 features	 (e.g.,	 color,	
luminance,	color	or	motion)	 irrespective	of	the	current	goals	of	the	observer.	
As	 visual	 selective	 attention	 serves	 the	 planning	 of	 adaptive	 behavior,	 both	
control	mechanisms	work	 in	 synergy	 to	 timely	 select	 those	 stimuli	 that	 have	
the	highest	value	for	reproduction,	survival	and	wellbeing.		

Goal-driven	control	is	generated	endogenously	in	accordance	with	the	
goals,	expectations	and	intentions	of	the	observer	so	that	attentional	selection	
can	 flexibly	 be	 adapted	 to	 changing	 task	 demands.	 Some	 have	 argued	 that	
goal-driven	attentional	 control	 is	 deliberate	and	operates	 at	will,	 enabling	 to	
endogenously	 direct	 attention	 to	 relevant	 locations	 in	 the	 visual	 field	 (e.g.,	
Theeuwes,	 2010).	Others	 have	 argued	 that	 not	 only	 spatial	 selection,	 but	 all	
modes	 of	 selection	 are	 always	 under	 goal-driven	 control	 (e.g.,	 Folk,	
Remington,	&	Johnston,	1992),	suggesting	that	when	an	observer	knows	what	
to	 look	 for,	visual	search	 is	guided	by	an	attentional	 template	 that	prioritizes	
features	 (Guided	 search	 by	 Wolfe,	 1994)	 or	 feature	 dimensions	 (e.g.,	
Dimensional	weighting	account	by	Müller,	Heller,	&	Ziegler,	1995)	that	match	
the	 mental	 image	 of	 what	 the	 observer	 is	 looking	 for.	 This	 means	 that	 an	
observer	 can	 actively	 select	 task	 relevant	 stimuli	 that	 are	 associated	 with	
obtaining	 reward	 or	 avoiding	 danger	 in	 a	 goal-driven	 manner.	 However,	 as	
dangers	and	opportunities	may	suddenly	present	themselves	our	goals	do	not	
always	 cover	 what	 is	 relevant	 for	 survival	 and	 wellbeing	 in	 a	 given	 context.	
Therefore	 salient	 stimuli	 can	 involuntarily	 capture	 attention	 in	 a	 stimulus-
driven	manner,	regardless	of	the	ongoing	search	goals	(Theeuwes,	2010).	That	
is,	 stimulus-driven	 control	 can	 be	 exogenously	 summoned	 by	 the	 stimulus	
properties	 of	 the	 environment.	 Although	 stimulus-driven	 control	 can	 quickly	
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and	automatically	 select	 stimuli	 that	 are	potentially	 relevant	 for	 survival	 and	
wellbeing,	it	may	cause	distraction	and	interfere	with	the	current	goals	of	the	
observer.	

Therefore	 one	 might	 question	 whether	 the	 mere	 interplay	 between	
stimulus-driven	 and	 goal-driven	 attentional	 control	 processes	 suffices	 to	
provide	the	most	efficient	and	relevant	representation	of	the	external	world	in	
order	 to	 plan	 adaptive	 behavior	 in	 terms	 of	 reproduction,	 survival	 and	
wellbeing.	 As	 the	 world	 around	 us	 is	 predictable	 because	 of	 its	 spatial	 and	
temporal	 coherence,	 visual	 selective	 attention	 should	 be	 sensitive	 to	 the	
significance	that	particular	stimuli	have	acquired	over	time	trough	experience.	
That	 is,	 given	 our	 interactions	 with	 the	 environment	 and	 by	 learning	 about	
regularities	in	the	environment,	we	should	be	able	to	more	efficiently	provide	
behavioral	 planning	 processes	 with	 a	 relevant	 representation	 of	 the	 outside	
world.	 In	 fact,	 to	 adaptively	 meet	 specific	 environmental	 consistencies	 and	
contingencies,	one	might	argue	 that	visual	 selective	attention	needs	 to	show	
typical	learning	effects	to	select	those	stimuli	that	increase	the	likelihood	that	
the	observer	will	survive	and	thrive.	As	stimulus-driven	and	goal-driven	control	
mechanisms	 are	 not	 necessarily	 directly	 related	 to	 the	 value	 of	 stimuli,	 an	
observer	 may	 fail	 to	 select	 reward-related	 stimuli	 that	 happen	 to	 be	 non-
salient	 and/or	 are	 not	 relevant	 for	 the	 task	 at	 hand.	 This	 indicates	 that	 in	
addition	 to	 stimulus-driven	 and	 goal-driven	 factors,	 visual	 selective	 attention	
should	be	sensitive	to	the	 learned	value	that	stimuli	have	acquired	over	time	
through	 experience.	 This	 view	 is	 supported	 by	 a	 growing	 body	 of	 literature	
(see	 Anderson,	 2013,	 2015;	 Awh,	 Belopolsky,	 &	 Theeuwes,	 2012;	 Chelazzi,	
Perlato,	 Santandrea,	 &	 Della	 Libera,	 2013),	 including	 the	 experimental	
chapters	 in	 this	 thesis,	 reporting	 strong	 selection	 biases	 due	 to	 learned	
stimulus-reward	associations	 that	cannot	be	explained	 in	 terms	of	 traditional	
stimulus-driven	and	goal-driven	attentional	control	processes.	
	
Attentional	priority	and	the	value	of	stimuli	

The	 general	 idea	 presented	 here	 is	 that	 attentional	 priority	 is	
determined	by	the	overall	value	that	stimuli	 in	a	given	environment	have	 for	
reproduction,	 survival	 and	 wellbeing.	 As	 is	 evident	 from	 the	 foregoing	
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paragraphs,	 this	 view	 is	 consistent	 with	 stimulus-driven	 and	 goal-driven	
attentional	 control	 mechanisms.	 That	 is,	 goal-driven	 control	 allows	 us	 to	
actively	 and	 flexibly	 select	 those	 stimuli	 that	maximize	 behavioral	 outcomes	
and,	 even	 though	 stimulus-driven	 control	 may	 interfere	 with	 these	 goals,	 it	
ensures	that	salient	stimuli	that	potentially	carry	important	information	about	
danger	 or	 reward	 are	 automatically	 selected.	 As	 the	 distraction	 caused	 by	
attentional	capture	is	often	very	brief	(e.g.,	Theeuwes	1991,	1992),	a	stimulus-
driven	 in	 combination	 with	 a	 goal-driven	 attentional	 control	 mechanism	 is	
beneficial	 to	maximize	 the	 overall	 reward	 income	 for	 the	 observer	 (Laurent,	
2008).	 In	 addition	 to	 stimulus-driven	 and	 goal-driven	 attentional	 control	
mechanisms	 that	 are	 indirectly	 associated	with	prioritizing	 those	 stimuli	 that	
have	 the	 highest	 value,	 reward-learning	 mechanisms	 may	 influence	 visual	
selective	attention	such	that	stimuli	that	are	associated	with	or	are	predictive	
of	rewards	are	prioritized	regardless	of	their	salience	and	goal	relevance.		

To	explain	where	attention	is	deployed	in	the	outside	world	and	how	
stimuli	with	the	highest	overall	value	for	the	observer	are	prioritized,	it	is	most	
convenient	 to	 make	 use	 of	 a	 conceptual	 framework	 of	 a	 topographically	
organized	map	of	 space.	This	 concept	 comes	 from	 influential	neurobiological	
models	of	attention	 that	 suggest	 the	concept	of	a	priority	map,	 representing	
how	 information	 from	the	outside	world	competes	 for	neural	 representation	
in	 the	brain	 (Itti	&	Koch,	2001;	Fecteau	&	Munoz,	2006;	Godijn	&	Theeuwes,	
2002;	Awh	et	al.,	2012;	Ptak,	2012;	Thompson	&	Bichot,	2005;	Wolfe,	1994).	
The	idea	is	that	the	activity	level	across	the	map	reflects	the	interplay	between	
stimulus-driven	 and	 goal-driven	 processing,	 which	 can	 be	modulated	 by	 the	
learned	significance	or	value	that	stimuli	have	acquired	through	experience.	As	
stimulus-driven	 visual	 input,	 goal-driven	 attentional	 control	 of	 the	 observer	
and	 reward-associations	 in	 the	 environment	 change	 with	 time,	 the	 activity	
across	 the	 priority	map	 is	 subject	 to	 ongoing	 changes.	 In	 addition,	 different	
attentional	 control	 processes	 have	 been	 shown	 to	 develop	 differently	 over	
time	(Van	Zoest,	Donk,	&	Theeuwes,	2004;	Failing,	Nissens,	Pearson,	Le	Pelley,	
&	 Theeuwes,	 2015),	 so	 that	 the	 highest	 peak	 of	 activity	 on	 the	 map	
continuously	shifts	from	one	location	to	the	next.	In	a	winner-takes-all	fashion	
this	peak	of	activity	on	the	priority	map	corresponds	to	the	spatial	location	in	
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the	outside	world	that	is	mostly	likely	attended.	In	addition	to	stimulus-driven	
and	 goal-driven	 processes	 contributing	 to	 the	 activity	 on	 the	 priority	 map,	
reward-learning	mechanisms	affect	this	activity	so	that	those	stimuli	that	have	
the	highest	overall	value	in	the	environment	are	prioritized	to	guide	adaptive	
behavior.		

Different	 brain	 areas	 involved	 in	 attentional	 selection	 have	 been	
suggested	 to	 represent	 the	 attentional	 priority	 map	 (e.g.,	 Balan	 &	 Gottlieb,	
2006;	Glimcher	&	Sparks,	1993;	 Li,	 2002;	Mazar	&	Gallant,	2003;	Ptak,	2012)	
and	perhaps	multiple	regions	indeed	do.	Given	that	the	competition	for	neural	
representation	needs	to	be	resolved	at	multiple	stages	of	processing	and	the	
highly	spatially	organized	structure	of	 the	brain,	 it	 is	even	 likely	that	multiple	
priority	maps	exist.	Separate	attentional	priority	maps	might	for	example	exist	
to	 assist	 processes	 such	 as	 perception,	 decision-making	 and	 action	 (e.g.,	 eye	
movement)	planning.	While	we	can	deploy	attention	either	overtly,	by	making	
an	eye	movement,	or	covertly,	without	making	an	eye	movement	(e.g.,	Posner,	
1980),	overlapping	structural	and	functional	systems	are	responsible	for	covert	
and	 overt	 attentional	 control	 (Deubel	 &	 Schneider,	 1996;	 Hoffman	 &	
Subramaniam,	1995).	It	is	possible	that	the	extent	to	which	sub-regions	of	the	
attentional	apparatus	that	are	believed	to	encode	a	priority	map	are	involved	
in	 the	control	of	covert	and/or	overt	attention	varies	 (see	Fecteau	&	Munoz,	
2006).	While	the	intraparietal	sulcus	(IPS)	and	the	frontal	eye	fields	(FEF)	(Ptak,	
2012),	seem	to	constitute	a	priority	map	for	both	covert	and	overt	attention,	
the	 saccade	 map	 that	 is	 encoded	 in	 intermediate	 layers	 of	 the	 superior	
colliculus	 (e.g.,	Glimcher	&	Sparks,	1993)	seems	to	be	particularly	 involved	 in	
the	 control	 of	 eye	movements.	However,	 it	must	 be	 emphasized	 that	 covert	
and	 overt	 attentional	 control	 mechanisms	 are	 highly	 intertwined	 with	 the	
consequential	 possibility	 that	 the	 activation	 levels	 on	 separate	 priority	maps	
are	as	well.	By	all	means,	to	assign	attentional	priority	that	reflects	the	overall	
value	of	stimuli	 in	their	environment,	the	assumed	priority	map	must	receive	
information	about	 the	 low-level	 stimulus	properties	of	 the	environment	 (i.e.,	
stimulus-driven	 information),	 the	 current	 expectations	 and	 intentions	 of	 the	
observer	(i.e.,	goal-driven	information)	and	the	reward-value	that	stimuli	have	
acquired	over	time	through	experience	(i.e.,	learned	information).		
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Reward	learning	produces	value-based	stimulus	representations	
Over	the	course	of	evolution	our	brain	has	developed	multiple	learning	

strategies	 to	 capitalize	 on	 the	 regularities	 of	 the	 world	 and	 guide	 adaptive	
behavior.	Learning	about	stimulus	contingencies	in	the	outside	world	can	elicit	
behavior	 that	 is	 controlled	 by	 the	 perception	 of	 stimuli	 regardless	 of	 the	
consequences	 of	 the	 action	 itself	 (Thorndike,	 1911).	 This	 is	 referred	 to	 as	
Pavlovian	 conditioning	 (classical	 conditioning)	 and	 provides	 significant	
advantages	as	it	allows	the	observer	to	learn	to	predict	the	subsequent	onset	
of	 events	 and	 use	 these	 predictions	 to	 initiate	 appropriate	 anticipatory	
behaviors	(Pavlov,	1927).	The	classic	example	is	that	of	a	bell	ring	(conditioned	
stimulus)	 that	 elicits	 a	 saliva	 response	 (conditioned	 response)	 when	 it	 is	
consistently	 paired	 with	 the	 subsequent	 delivery	 of	 food	 (unconditioned	
stimulus).	Although	saliva	production	 is	 typically	only	beneficial	when	 food	 is	
encountered	to	aid	digestion,	the	observer	learns	that	a	bell	ring	is	predictive	
of	 food	 delivery	 and	 therefore	 uses	 this	 prediction	 to	 initiate	 the	 saliva	
response	when	a	bell	rings	(i.e.,	before	the	food	is	delivered).	That	is,	Pavlovian	
learning	allows	behavior	 to	be	produced	 in	 a	 prospective	manner.	While	 the	
adaptive	advantages	of	anticipatory	behavior	are	clear,	Pavlovian	learning	only	
occurs	 independently	 of	 behavioral	 outcomes	 so	 that	 it	 can	 quickly	 become	
habitual	and	overly	rigid.		

Although	Pavlovian	learning	helps	to	prepare	for	an	upcoming	event	or	
stimulus,	 it	 will	 not	 help	 to	 actually	 obtain	 subsequent	 rewards.	 In	 order	 to	
increase	the	chance	of	obtaining	rewards,	 instrumental	conditioning	(operant	
conditioning)	 allows	 the	observer	 to	 learn	 from	 its	own	behavior	 in	 terms	of	
the	outcomes.	That	is,	specific	stimulus-response	patterns	are	strengthened	or	
weakened	depending	on	positive	 (i.e.,	 reward)	or	negative	 (i.e.,	 punishment)	
reinforcement	(Schultz,	Dayan,	&	Montague,	1997;	Sutton	&	Barto,	1998).	This	
was	already	recognized	by	Thorndike	 (1911)	who	proposed	the	 law	of	effect,	
which	 states	 that	 behaviors	 that	 produce	 a	 satisfying	 effect	 in	 a	 particular	
situation	become	more	 likely	 to	 reoccur	 in	 that	 situation,	and	behaviors	 that	
produce	a	discomforting	effect	become	less	likely	to	reoccur	in	that	situation.	
This	nicely	elucidates	the	retroactive	nature	of	reward	and	shows	that	certain	
bevahiors	 are	 strengthened	 as	 a	 function	 of	 reward	 in	 order	 to	 obtain	

1 



	
	

	16	

subsequent	 rewards.	 Because	 instrumental	 learning	 allows	 the	 observer	 to	
predict	 the	 consequences	 of	 its	 own	 actions,	 it	 can	 lead	 to	 behavior	 that	 is	
motivated	by	and	flexibly	adjusted	to	reach	a	specific	outcome.	Nevertheless,	
after	 repeated	 positive	 reinforcement	 of	 a	 particular	 stimulus-response	
contingency,	that	response	can	become	habitual	(Thorndike,	1911),	making	 it	
difficult	to	flexibly	adjust	behavior	when	the	response	is	no	longer	beneficial.	

Although	instrumental	learning	is	often	associated	with	the	execution	
of	 flexible	 behaviors	 and	 Pavlovian	 learning	 with	 the	 execution	 of	 habitual	
behaviors,	 both	 types	of	 learning	 can	 lead	 to	 flexible	 and	habitual	 control	of	
behavior	 that	 are	 respectively	 referred	 to	 as	 model-based	 and	 model-free	
(Dayan	 &	 Berridge,	 2014;	 O’Doherty,	 Cockburn,	 &	 Pauli,	 2017).	 Habitual	
control	 can	be	 thought	of	as	 retrospective,	 as	 it	depends	on	 integrating	past	
experiences,	and	flexible	control	can	be	considered	prospective	as	it	depends	
on	the	desired	state	of	the	observer.	As	visual	selective	attention	determines	
what	 stimuli	 are	 selected	 in	 order	 to	 impact	 behavior,	 it	 is	 evident	 that	
attentional	 priority	 is	 affected	 by	 instrumental	 and	 Pavlovian	 learning	
mechanisms	that	can	both	be	flexible	or	habitual	 in	nature.	 In	relation	to	the	
prioritization	 of	 stimuli	 based	 on	 the	 overall	 value	 that	 they	 have	 in	 their	
environment,	 the	 habitual	 and	 flexible	 strategies	 respectively	 rely	 on	 an	
incremental	 long-term	 learning	 mechanism	 that	 produces	 stable	 value	
representations	 and	 an	 adaptive	 short-term	 learning	 mechanism	 that	
produces	 flexible	 value	 representations.	While	 the	 stable	associated	value	 of	
stimuli	 is	 determined	 by	 prolonged	 and	 continuous	 sampling	 of	 stimulus-
reward	associations	in	the	environment	(i.e.,	model-free),	the	flexible	expected	
value	of	stimuli	 is	estimated	based	on	an	internal	cognitive	model	of	the	task	
at	hand	(i.e.,	model-based)	(Daw,	Niv,	&	Dayan,	2005;	Sutton	&	Barto,	1998).	
The	 extent	 to	 which	 the	 stable	 and/or	 flexible	 value	 representation	 of	 a	
stimulus	 determines	 its	 overall	 value	 in	 the	 environment	 and	 hence	 the	
corresponding	activity	on	the	priority	map,	is	thought	to	be	dependent	on	the	
state	of	the	environment	(Hikosaka,	Kim,	Yasuda,	&	Yamamoto,	2014).	When	
the	 environment	 is	 volatile	 and	 stimulus-reward	 contingencies	 change	
frequently,	attentional	priority	seems	to	be	largely	determined	by	the	(flexible)	
expected	 value	 of	 stimuli,	 because	 the	 observer	 needs	 to	 act	 based	 on	 a	
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constantly	updated	model	of	the	current	state	of	the	environment.	However,	
when	the	environment	is	steady	and	stimulus-reward	contingencies	are	fixed,	
attentional	priority	seems	to	be	largely	determined	by	the	(stable)	associated	
value	 of	 stimuli,	 because	 the	 observer	 can	 act	 based	 on	 evidence	 that	 has	
accumulated	over	long	periods	of	time.	This	suggests	that	through	short-	and	
long-term	 learning	 mechanisms,	 value-based	 stimulus	 representations	 are	
formed	 to	bias	 visual	 selective	attention	 towards	 those	 stimuli	 that	have	 the	
highest	overall	value	in	a	given	environment.	

Learning	of	both	stable	and	flexible	value	representations	is	driven	by	
reinforcement	 learning,	 which	 relies	 on	 prediction	 errors	 that	 signal	 the	
difference	 between	 the	 actual	 and	 the	 expected	 outcome.	 Prediction	 error	
signals	are	commonly	thought	to	be	the	brain’s	engine	of	learning	as	they	are	
used	 to	 update	 expectations	 and	 make	 predictions	 more	 accurate	 (Doya,	
1999).	 Although	 state	 prediction	 errors	 (SPE),	which	measure	 the	 surprise	 in	
the	 new	 state	 given	 the	 current	 estimate	 of	 the	 state-action-state	 transition	
probabilities	 (Gläscher,	 Daw,	 Dayan,	 &	 O’Doherty,	 2010),	 seem	 to	 play	 a	
specific	 role	 in	 model-based	 learning	 (see	 O’Doherty	 et	 al.,	 2017),	 learning	
about	 reward	 expectations	 is	 typically	mediated	by	 reward	prediction	 errors.	
Given	 a	 particular	 state,	 the	 reward	 prediction	 error	 signals	 the	 difference	
between	 the	 actual	 and	 the	 expected	 reward	 in	 order	 to	 learn	 how	 to	
maximize	reward	income	(Sutton	&	Barto,	1998).	The	seminal	work	of	Schultz	
and	colleagues	(1997)	has	shown	that	reward	prediction	errors	are	carried	by	
the	phasic	activity	of	dopamine	midbrain	neurons	and	activity	in	the	striatum	
and	dopaminergic	midbrain	nuclei	(i.e.,	substantia	nigra	and	ventral	tegmental	
area)	 has	 indeed	 been	 shown	 to	 underlie	 both	 instrumental	 and	 Pavlovian	
reward	learning	(see	O’Doherty,	2004).	The	fact	that	dopamine	neurons	send	
dense	projections	throughout	the	brain	nicely	suits	the	idea	that	dopaminergic	
reward	prediction	errors	enable	neural	plasticity	in	target	areas	that	represent	
the	 learned	value	of	 stimuli.	More	 specifically,	work	on	non-human	primates	
has	 shown	 that	 learning	 signals	 (i.e.,	 prediction	errors)	 that	 shape	 the	 stable	
and	 flexible	 value	 representations	 of	 reward-related	 stimuli	 are	 encoded	 in	
different	parts	of	the	dopaminergic	reward	system	(Hikosaka	et	al.,	2014).	That	
is,	 the	 posterior	 caudate	 (i.e.,	 dorsal	 dopaminergic	 reward	 system)	 encodes	
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the	 reward	 prediction	 error	 for	 stable	 value	 representations	 that	 are	
associated	 with	 the	 build	 up	 of	 long-term	 memories	 through	 experience,	
whereas	 the	 substantia	nigra,	 ventral	 tegmental	 area	and	caudate	head	 (i.e.,	
ventral	 dopaminergic	 reward	 system)	 encode	 flexible	 value	 representations	
that	are	associated	with	short-term	memories	of	the	task	at	hand.	

Through	 these	 long-	and	short-term	memory	mechanisms,	 the	 stable	
and	 flexible	 value	 representations	 of	 reward-related	 stimuli	 can	 affect	 visual	
selective	attention.	That	is,	when	the	value-based	memory	representations	are	
activated,	 attentional	 priority	 shifts	 in	 favor	 of	 those	 stimuli	 that	 have	 the	
highest	 overall	 value	 in	 the	 given	 environment.	 As	 noted	 earlier,	 the	
proportion	 to	 which	 stable	 or	 flexible	 value	 representations	 play	 a	 role	 in	
determining	 what	 stimuli	 are	 selected	 largely	 depends	 on	 the	 state	 of	 the	
environment	and	whether	the	observer	plans	behavior	according	to	a	model-
free	or	model-based	strategy.	To	reiterate,	the	short-term	memories	of	flexible	
reward-values	seems	to	influence	attentional	selection	during	initial	learning	in	
volatile	 environments,	 whereas	 the	 long-term	 memories	 of	 stable	 reward-
values	 seems	 to	 influence	 attentional	 selection	 during	 late	 learning	 or	 the	
automatized	 deployment	 of	 attention	 in	 stable	 environments.	 This	 is	
consistent	 with	 the	 idea	 that	 activity	 in	 ventral	 areas	 of	 the	 dopaminergic	
reward	system	reflects	the	 initial	 teaching	signals	 (i.e.,	prediction	errors)	that	
underlie	associative	reward	learning	(Schultz	et	al.,	1997;	Waelti,	Dickinson,	&	
Schultz,	 2001),	 whereas	 activity	 in	 dorsal	 parts	 of	 the	 dopaminergic	 reward	
system	are	thought	to	be	involved	in	more	automatic	or	habituated	behaviors	
(see	 O’Doherty	 et	 al.,	 2017).	 This	 implies	 that	 the	 flexible	 value	
representations	 play	 a	 role	 in	 determining	 attentional	 priority	 at	 the	 time	
when	 rewards	 are	 delivered	 and	 the	 observer	 is	 learning	 (i.e.,	 forming	 an	
internal	model	of	the	task	at	hand)	about	what	value	to	assign	to	what	stimuli.	
Indeed,	 it	 has	 been	 shown	 that	 attentional	 capture	 by	 currently	 reward-
associated	 stimuli	 is	 predicted	 by	 the	 strength	 of	 activity	 in	 the	 ventral	
tegmental	area	and	the	substantia	nigra	(Hickey	&	Peelen,	2015).	On	the	other	
hand,	dopamine	release	in	more	dorsal	parts	of	the	dopaminergic	system	has	
been	 shown	 to	 predict	 the	 magnitude	 of	 distraction	 caused	 by	 previously	
reward-associated	stimuli	(Anderson	et	al.,	2016),	which	is	consistent	with	the	
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role	 of	 stable	 value	 representations	 in	modulating	 attentional	 priority	 when	
the	 stimulus-reward	 contingencies	 are	 already	 learned	 and	 attention	 is	
deployed	in	a	habitual	manner.		

One	 potential	 mechanism	 by	 which	 dopaminergic	 reward	 prediction	
errors	 can	 change	 value-based	 stimulus	 representations	 is	 by	 a	 feedback	
pathway	 from	 the	 dorsal	 striatum.	 As	 object	 representations	 in	 the	 dorsal	
striatum	 are	 strongly	 location	 dependent	 (Yamamoto,	 Monosov,	 Yasuda,	
Hikosaka,	2012)	they	contain	the	spatial	information	that	is	necessary	to	guide	
attention.	 In	 addition,	 the	 posterior	 caudate	 is	 well	 connected	 to	 the	 visual	
cortex	 and	 also	 projects	 to	 the	 superior	 colliculus	 that	 is	 known	 to	 play	 an	
important	role	in	attention	modulation	and	eye	movements	(Krauzlis,	Lovejoy,	
&	 Zenon,	 2013).	 Indeed,	 studies	 in	 non-human	 primates	 demonstrated	 that	
reward	 associations	 did	 not	 only	 recruit	 the	 dopaminergic	 system	 but	 also	
elicited	an	 increase	 in	neuronal	 activity	 in	brain	 regions	 controlling	 attention	
and	 eye	movements	 (see	Maunsell,	 2004).	 Given	 these	 connections	 and	 the	
strong	 role	 of	 the	 dorsal	 striatum	 in	 habit	 learning,	 its	 feedback	 to	 cortical	
visual	 areas	 is	 likely	 to	 influence	 attention	 more	 quickly	 than	 goal-driven	
feedback	from	the	prefrontal	cortex	(Serences	&	Yantis,	2007).	This	can	explain	
why	 reward-associated	 stimuli	 elicit	 very	 rapid,	 stimulus-driven	 like	 effects,	
even	when	they	are	not	salient	and	task	irrelevant	(e.g.,	Failing	et	al.,	2015).		

In	 addition,	 when	 an	 observer	 is	 constantly	 faced	 with	 the	 same	
stimulus-reward	contingencies,	it	is	likely	that	shortcuts	at	the	perceptual	level	
are	 created,	 so	 that	 features	 associated	 with	 a	 higher	 reward	 outcome	 are	
represented	as	being	(subjectively)	more	salient	 in	a	stimulus-driven	manner.	
There	 is	 some	 evidence	 that	 supports	 this	 idea	 and	 shows	 that	 reward	 can	
influence	 early	 visual	 cortical	 activity	 directly	 (Serences,	 2008;	 Serences	 &	
Saproo,	 2010),	 so	 that	 reward-associations	 serve	 as	 a	 teaching	 signal	 to	
modulate	 future	 visually	 evoked	 responses.	 Using	 functional	 magnetic	
resonance	imaging,	Serences	(2008)	showed	that	the	learned	reward	value	of	
a	stimulus	influenced	cortical	responses	in	early	sensory	areas	(as	early	as	V1)	
to	improve	the	quality	of	sensory	representations.	In	following	work	(Serences	
&	Saproo,	2010),	 it	was	shown	that	reward	enhanced	the	magnitude	of	early	
visual	 responses	 that	 are	 related	 to	 general	 arousal,	 as	 well	 as	 specifically	
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sharpened	the	stimulus	representations	across	populations	of	neurons	in	early	
visual	 cortex	 that	 coded	 for	 the	 critical	 stimulus	 feature.	 Mechanistically,	
stimulus	representations	could	be	altered	by	reward	in	a	way	that	can	be	best	
compared	to	perceptual	learning,	which	is	the	notion	that	groups	of	neurons	in	
the	 visual	 cortex	 are	 tuned	 sharper	 to	 a	 learned	 feature	 (Gilbert,	 Sigman,	&	
Crist,	 2001).	 Indeed,	 it	 has	 been	 shown	 that	 prolonged	 subliminal	 pairing	 of	
reward	and	a	particular	orientation	can	give	rise	to	perceptual	learning	(Seitz,	
Kim,	&	Watanabe,	2009).	This	indicates	that	instead	of	modulating	attentional	
priority	 through	 feedback	 connections,	 reward	 associations	 can	 alter	
perceptual	 processes	 directly.	 Further	 evidence	 that	 reward	 associations	 can	
modulate	 early	 visual	 processing	 comes	 from	 studies	 using	
electroencephalography,	 that	 show	 a	 modulation	 of	 activity	 over	 occipital	
electrodes	 as	 early	 as	 100	ms	 after	 stimulus	 onset	 that	 very	much	 resemble	
stimulus-driven	 effects	 on	 attention	 (MacLean	 &	 Giesbrecht,	 2015;	
Itthipuripat,	 Cha,	 Rangsipat,	 &	 Serences,	 2015).	 This	 implies	 that	 long-term	
associative	 reward	 learning	 of	 consistent	 stimulus-reward	 contingencies	 can	
possibly	 change	 the	 way	 reward	 associated	 stimuli	 are	 perceived.	
Consequentially,	 when	 observers	 encounter	 the	 same	 stimuli	 again,	 the	
stimulus-driven	processes	 that	determine	the	activity	across	 the	priority	map	
might	 already	 be	 biased	 towards	 reward	 associated	 stimuli	 before	 memory	
mechanisms	are	able	to	modulate	attentional	priority.	

Part	II:	Insights	on	how	reward	modulates	attentional	priority	
	

In	 the	 remainder	 of	 this	 introduction	 three	 distinct	 ways	 by	 which	
reward	 influences	 visual	 selective	 attention	 and	 eye	 movements	 will	 be	
discussed.	 To	 anticipate,	 when	 rewards	 are	 at	 stake	 observers	 strategically	
enhance	 goal-driven	 attentional	 control	 to	 maximize	 reward	 income.	 In	
addition,	a	long-	and	short-term	memory	mechanism	can	respectively	activate	
stable	 and	 flexible	 value-based	 stimulus	 representations	 of	 reward	 related	
stimuli	 to	bias	visual	 selective	attention	 towards	 them.	The	 flexible	valuation	
system	 is	 crucial	 during	 initial	 learning	 and	 can	 elicit	 short-term	 attentional	
effects	such	as	reward	priming.	The	stable	valuation	system	is	responsible	for	
more	 automatized	deployment	 of	 attention	 and	 can	 elicit	 long-term	 reward-
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based	 attentional	 effects	 such	 as	 value	 driven	 attentional	 capture,	 that	
remains	 persistent	 even	 when	 the	 stimulus-reward	 contingencies	 are	 no	
longer	 in	 place.	 Throughout	 the	 experimental	 chapters	 of	 this	 thesis,	 these	
three	 main	 themes	 reoccur.	 First,	 we	 show	 that	 the	 prospect	 of	 receiving	
reward	 works	 as	 an	 incentive	 to	 enhance	 goal-driven	 attentional	 processes	
(Chapter	2).	Second,	we	show	that	attention	(Chapter	3)	and	eye	movements	
(Chapter	4	&	5)	are	biased	towards	those	stimuli	that	are	associated	with	the	
highest	 reward	outcome,	when	 rewards	 are	delivered	during	 learning.	 These	
modulatory	 effects	 on	 attentional	 priority	 can	 occur	 for	 reward-related	 cues	
(Chapter	 3),	 targets	 (Chapter	 4)	 and	 distractors	 (Chapter	 5).	 Third,	 we	 show	
that	 learning	 of	 stable	 stimulus-reward	 contingencies	 imbues	 stimuli	 with	
value	through	a	long-term	memory	mechanism,	so	that	attention	(Chapter	6	&	
7)	and	eye	movements	 (Chapter	4)	are	biased	towards	 those	stimuli	 that	are	
associated	 with	 a	 higher	 reward	 outcome,	 even	 in	 a	 context	 when	 actual	
rewards	 are	 no	 longer	 delivered.	 Learning	 of	 these	 stable	 stimulus-reward	
contingencies	 can	 occur	 instrumentally	 (Chapter	 4)	 or	 in	 a	 pure	 Pavlovian	
manner	(Chapter	6	&	7).	

	
Reward	enhances	the	strategic	deployment	of	goal-driven	attention	

Reward	and	the	anticipation	of	receiving	reward	are	considered	to	be	
the	 central	 driving	 forces	 of	 goal-directed	 behavior	 (Berridge	 &	 Robinson,	
1998;	 Schultz,	 1998).	 When	 rewards	 are	 at	 stake,	 observers	 increase	 their	
effort	 to	 provide	 optimal	 behavioral	 performance,	 mediated	 by	 increased	
motivation.	 This	 enhances	 perceptual,	 attentional	 and	 cognitive	 control	
processes	 in	order	 to	obtain	 the	desired	outcome	 (Botvinick	&	Braver,	 2015;	
Locke	 &	 Braver,	 2008;	 Pessoa,	 2009;	 Pessoa	 &	 Engelmann,	 2010).	 As	 the	
effects	of	reward	expectation	on	attention	are	measured	while	observers	are	
very	 much	 engaged	 to	 deliver	 fast	 and	 correct	 responses,	 it	 may	 not	 be	
surprising	that	reward-induced	motivation	has	a	 large	effect	on	the	voluntary	
deployment	 of	 goal-driven	 attention.	 That	 is,	 the	 knowledge	 of	 reward	
availability	provides	a	motivational	 incentive	for	the	observer	to	enhance	the	
strategic	deployment	of	attention	in	a	goal-driven	manner.		

As	 strategic	 attentional	 control	 is	 generated	 endogenously,	
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motivational	 effects	 can	 typically	 be	 observed	 if	 observers	 are	 signaled	 in	
advance	 that	 rewards,	 and	 especially	 different	magnitudes	 of	 reward,	 are	 at	
stake.	When	there	is	time	to	prepare	for	either	obtaining	a	high	or	low	reward,	
observers	 have	 the	 opportunity	 to	 endogenously	 adjust	 the	 strategic	
deployment	 of	 attention,	 so	 that	 they	 invest	 relatively	 more	 effort	 and	
cognitive	recourses	 in	the	acquisition	of	high	compared	to	 low	reward.	These	
motivation	 induced	 effects	 on	 goal-driven	 attentional	 control	 have	 been	
observed	when	different	reward	magnitudes	were	signaled	prior	to	a	block	of	
trials	(e.g.,	Engelmann	&	Pessoa,	2007;	Small	et	al.,	2005),	and	prior	to	a	single	
trial	(e.g.,	Sawaki,	Raymond,	&	Luck,	2015).	An	example	is	provided	in	Chapter	
2	of	 this	 thesis,	 in	which	we	manipulated	the	motivational	state	of	observers	
by	informing	them	that	they	either	had	the	chance	on	winning	either	a	high	or	
low	reward	at	the	start	of	a	block	of	trials.	We	observed	that	cognitive	control	
processes	 were	 enhanced	 to	 improve	 behavioral	 performance	 when	 high	
compared	 to	 low	 rewards	were	 at	 stake.	 In	 addition,	 attentional	 reorienting	
processes	that	occurred	relatively	late	in	time	(i.e.,	that	were	under	voluntary	
goal-driven	 control),	 were	 modulated	 by	 the	 motivational	 state	 of	 the	
observer.	This	implies	that	the	prospect	of	reward	can	work	as	an	incentive	to	
enhance	goal-driven	attentional	processes	for	a	prolonged	period	of	time	(i.e.,	
a	block	of	trials).	In	Chapter	3	of	this	thesis,	we	observed	a	similar	modulation	
of	 attentional	 reorienting	 processes	 relatively	 late	 in	 time	 when	 reward	
outcomes	were	signaled	by	the	color	of	an	abrupt	onset	cue	on	a	trial-by-trial	
basis.	This	suggests	that,	besides	prolonged	motivational	effects,	the	strategic	
deployment	 of	 attention	 can	 be	 flexibly	 adapted	 on	 a	 trial-by-trial	 basis.	
Together,	 these	 results	 indicate	 that	 the	 anticipation	 or	 prospect	 of	 earning	
reward	 recruits	 cognitive	 control	 processes	 to	 enhance	 the	 strategic	
deployment	of	goal-driven	attention.	

Another	type	of	studies	 in	which	reward	has	been	shown	to	enhance	
goal-driven	 attentional	 control	 processes	 through	 motivation,	 are	 studies	 in	
which	 rewards	 are	 at	 stake,	 contingent	 on	 a	 particular	 target	 feature	 or	 the	
target	 location	 (e.g.,	 Chelazzi	 et	 al.,	 2013;	Kiss,	Driver,	&	Eimer,	 2009;	Krebs,	
Boehler,	 &	 Woldorff,	 2010;	 Kristjansson,	 Sigurjonsdottir,	 &	 Driver,	 2010;	
Serences,	 2008).	Under	 these	 circumstances,	 reward	 can	 selectively	 enhance	
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parts	 of	 the	 task-set	 and	 voluntarily	 guide	 attention	 to	 specific	 locations	 in	
order	to	improve	behavioral	performance.	That	is,	the	strategic	goal	to	select	a	
particular	 target	 and	 the	 motivational	 goal	 to	 maximize	 reward	 income	 are	
congruent,	 so	 that	 the	 activity	 on	 the	 same	 location	 on	 the	 priority	 map	 is	
enhanced.	 Therefore,	 when	 goal-directed	 and	 reward-induced	 motivational	
processes	 are	 in	 line,	 it	 is	 difficult	 to	 distinguish	 the	 differential	 effects	 of	
strategic	attentional	deployment	and	reward	(see	Maunsell,	2004).	
	
Reward	beyond	strategic	attentional	control	

When	a	stimulus	is	both	task-relevant	and	predictive	of,	or	associated	
with	 reward,	 the	 effects	 of	 reward	 and	 goal-driven	 attentional	 control	 are	
intertwined	as	they	have	a	similar	 impact	on	the	activity	on	the	priority	map.	
However,	 as	 different	 attentional	 control	 processes	 have	 been	 shown	 to	
impact	the	activity	on	the	priority	map	at	different	moments	in	time,	it	should	
be	 possible	 to	 dissociate	 strategic	 goal-driven	 effects	 from	 reward-driven	
effects.	Goal-driven	attention	 is	known	to	develop	relatively	slowly	and	show	
sustained	 effects,	 whereas	 stimulus-driven	 attention	 exerts	 immediate	 but	
transient	 effects	 (e.g.,	 Van	 Zoest	 et	 al.,	 2004).	 This	 implies	 that	 attentional	
effects	that	are	observed	early	in	time	that	cannot	be	explained	in	terms	of	the	
physical	salience	of	stimuli,	can	only	be	attributed	to	reward.	As	we	can	asses	
the	exact	spatial	and	temporal	characteristics	of	overt	attention	by	using	eye	
movements	 as	 our	 dependent	 measure,	 these	 early	 reward-induced	
attentional	 effects	 can	 best	 be	 observed	 in	 oculomotor	 tasks,	 such	 as	 for	
example	 utilized	 in	 Failing	 et	 al.	 (2015)	 and	 Chapter	 4	 and	 Chapter	 5	 of	 this	
thesis.		

In	 Chapter	 4	 and	 Chapter	 5	 we	 utilized	 the	 global	 effect	 paradigm	
originally	 described	 by	 Coren	 and	 Hoenig	 (1972)	 (see	 Van	 der	 Stigchel	 &	
Nijboer,	 2011)	 to	 investigate	 reward	 effects	 on	 eye	 movement	 control.	 The	
notion	 underlying	 the	 global	 effect	 is	 that	 eye	 movements	 typically	 land	 in	
between	two	stimuli	when	these	stimuli	are	presented	simultaneously	and	in	
close	 proximity.	 The	 landing	 position	 reflects	 the	 unresolved	 competition	
between	two	stimulus	representations	on	the	saccade	map	(Fectau	&	Munoz,	
2006;	Godijn	&	Theeuwes,	2002)	assumed	to	be	represented	 in	 intermediate	
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layers	of	the	superior	colliculus	(Glimcher	&	Sparks,	1993;	Schall,	1991).	Similar	
to	 the	 activity	 across	 the	 attentional	 priority	 map,	 the	 activity	 across	 the	
saccade	map	 reflects	 the	 interplay	 between	 stimulus-driven	 and	 goal-driven	
processes,	which	can	be	modulated	by	 the	 learned	 significance	or	 value	 that	
stimuli	 have	 acquired	 through	 experience.	 However,	 in	 contrast	 with	 covert	
attention	that	can	be	thought	of	as	a	more	gradual	or	weighted	process,	overt	
attention	 (i.e.,	 an	 eye	 movement)	 is	 deployed	 in	 an	 all	 or	 none	 manner.	
Therefore,	 eye	movements	 can	 be	 considered	 to	 be	 the	 end	 product	 of	 the	
interplay	between	different	control	mechanisms	that	influence	the	activity	on	
the	saccade	map.	This	makes	oculomotor	paradigms	in	general	and	the	global	
effect	 in	 particular	 suited	 to	 investigate	 reward-based	 attentional	 effects	
beyond	 the	 strategic	 effects	 of	 reward-induced	 motivation	 on	 goal-driven	
attentional	control.		

In	 Chapter	 4,	 we	 instructed	 observers	 to	 quickly	 make	 a	 saccade	
towards	 two	 closely	 presented	 objects	 that	 each	 had	 a	 different	 color.	
Crucially,	 the	 objects	 were	 equally	 salient	 but	 the	 different	 colors	 were	
associated	with	 the	delivery	of	a	high,	 low	or	no	 reward.	During	 the	 reward-
training	phase,	the	magnitude	of	the	delivered	reward	was	determined	by	the	
landing	position	of	the	eyes.	That	is,	if	the	eyes	landed	closer	to	the	object	that	
was	presented	in	the	high	reward	color	observers	received	a	high	reward	and	
when	 the	 eyes	 landed	 closer	 to	 the	 object	 that	 was	 presented	 in	 the	 low	
reward	 color	 they	 received	a	 low	 reward.	During	 the	 subsequent	 test	phase,	
the	 task	 remained	 the	 same	but	 rewards	were	no	 longer	delivered.	As	 there	
was	no	designated	target	stimulus	in	this	particular	version	of	the	global	effect	
paradigm,	the	influence	of	goal-driven	processes	(independent	of	reward)	was	
minimized.	However,	as	expected,	when	rewards	were	at	stake	in	the	training	
phase,	intertwined	effects	of	reward	and	reward-induced	strategic	attentional	
control	were	observed.	That	is,	observers	landed	structurally	closer	to	objects	
associated	 with	 a	 higher	 reward	 outcome,	 but	 they	 were	 relatively	 slow	 in	
doing	so.	Crucially,	the	reward	effect	remained	present	in	the	test	phase	when	
there	was	no	longer	a	goal-driven	incentive	to	strategically	fixate	close	to	the	
object	that	had	the	high	reward	color.	Moreover,	saccades	were	initiated	more	
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quickly	in	the	test	compared	to	the	training	phase,	so	that	the	reward	bias	was	
already	observed	for	the	fastest	saccades	with	a	latency	of	about	170	ms.		

These	 results	 indicate	 that	 in	 the	 absence	 of	 a	 task-set	 to	 select	 a	
particular	 item,	 the	 associated	 reward	 value	 of	 two	 equally	 salient	 objects	
biased	overt	attention	 towards	 the	object	associated	with	 the	higher	 reward	
value.	 This	 already	 occurred	 as	 early	 in	 time	 as	 stimulus-driven	 effects	 are	
normally	 observed.	 Furthermore,	 we	 observed	 that	 the	 reward	 bias	 was	
persistent	 over	 increasing	 saccade	 latencies,	 similar	 to	 what	 is	 normally	
observed	for	goal-driven	effects.	Although	it	cannot	be	ruled	out	that	strategic	
and	reward	effects	were	 intertwined	for	saccades	that	are	 initiated	relatively	
late	in	time,	the	results	of	Chapter	4	suggest	that	reward	can	elicit	immediate	
stimulus-driven	 like	 effects	 on	 overt	 attention.	 To	 rule	 out	 any	 effect	 of	 the	
strategic	 deployment	 of	 goal-driven	 attention,	 we	 delivered	 high	 and	 low	
rewards	contingent	with	the	color	of	the	distractor	circle	in	Chapter	5.		

In	 Chapter	 5,	 observers	 were	 instructed	 to	 make	 a	 quick	 saccade	
towards	 a	 predefined	 target	 object,	 while	 the	 color	 of	 a	 distractor	 object	
indicated	whether	a	high	or	low	reward	could	be	obtained.	The	results	showed	
that	even	though	observers	made	fast	saccades	towards	the	target,	their	eyes	
landed	 significantly	 closer	 to	 the	 distractor	 stimulus	 that	 signaled	 the	
availability	 of	 high	 compared	 to	 low	 reward.	 This	 effect	was	 already	 present	
for	 the	 fastest	 saccades	and	did	not	 change	with	 increasing	 saccadic	 latency.	
As	the	reward	signaling	(distractor)	stimuli	were	never	part	of	the	task-set	(to	
make	 a	 fast	 saccade	 to	 the	 target),	 these	 results	 suggest	 that	 reward	 can	
modulate	 the	deployment	of	overt	attention	above	and	beyond	the	strategic	
effects	 of	 goal-driven	 attentional	 control.	 In	 addition,	 instead	 of	 landing	
exactly	 in	 the	 middle	 of	 the	 equally	 salient	 target	 and	 distractor	 (i.e.,	 the	
classic	global	effect)	or	 landing	closer	 to	 the	 task-relevant	 target	object	 (that	
would	 have	 been	 congruent	 with	 the	 goals	 of	 the	 observer),	 the	 fastest	
saccades	 (around	 165	ms)	 landed	 significantly	 closer	 to	 the	 reward	 signaling	
distractor,	 congruent	 with	 the	 idea	 that	 reward	 signaling	 stimuli	 can	
automatically	attract	attention.	Results	of	a	control	experiment	ensured	that	it	
was	the	reward	association	and	not	another	specific	task	feature	(e.g.,	physical	
salience)	 that	 caused	 the	 eyes	 to	 be	 attracted	more	 to	 the	 reward	 signaling	

1 



	
	

	26	

distractor.	 This	 indicates	 that	 the	 reward	 signaling	 distractors	 in	 Chapter	 5	
automatically	 attracted	 overt	 attention,	 regardless	 of	 their	 physical	 salience	
and	 the	 goal-driven	 attentional	 settings	 of	 the	 observer	 to	 make	 an	 eye	
movement	towards	the	target.	Together,	the	results	of	Chapter	4	and	Chapter	
5	 indicate	 that	 reward	 can	 affect	 attentional	 priority	 above	 and	 beyond	 the	
strategic	effects	of	goal-driven	attentional	control.		

	
Selection	history	and	reward	priming	

During	 initial	 learning	 or	 in	 a	 volatile	 task	 setting,	 when	 stimulus-
reward	 contingencies	 are	 unclear,	 a	 short-term	 memory	 mechanism	 biases	
future	selection	towards	recently	selected	and/or	rewarded	stimuli.	This	short-
term	 memory	 trace	 or	 lingering	 selection	 mechanism	 automatically	 draws	
attention	to	recently	selected	and	rewarded	stimuli	so	that	attentional	priority	
can	 flexibly	 be	 adapted	 to	 changing	 task	 demands	 or	 stimulus-reward	
contingencies.	As	this	bias	of	attention	is	thought	to	occur	rather	involuntarily	
and	independent	of	physical	salience,	it	cannot	be	explained	in	terms	of	goal-
driven	 or	 stimulus-driven	 attentional	 control.	 This	 led	 Awh	 and	 colleagues	
(2012)	 to	 introduce	 the	 term	 selection	 history,	 being	 a	 third	 factor	 driving	
visual	 selective	 attention.	 Clear	 experimental	 examples	 of	 how	 selection	
history	 influences	 visual	 selective	 attention	 are	 provided	 by	 priming	 studies	
(see	 Kristjansson	 &	 Campana,	 2010).	 Priming	 is	 the	 phenomenon	 that	
repeated	 presentation	 of	 the	 features	 (e.g.,	 Maljkovic	 &	 Nakayama,	 1994),	
location	(e.g.,	Geng	&	Behrmann,	2005)	or	context	(e.g.,	Chun	&	Jiang,	1999)	of	
a	 stimulus	 facilitates	 subsequent	detection	or	 identification	of	 that	particular	
stimulus.		

In	 relation	 to	 a	 short-term	 reward	 learning	mechanism	 that	 assesses	
the	 flexible	 value	 of	 stimuli,	 it	 has	 been	 shown	 that	 priming	 effects	 can	 be	
further	 modulated	 by	 reward	 outcomes	 (e.g.,	 Della	 Libera	 &	 Chellazi,	 2006,	
2009;	Hickey,	Chelazzi	&	Theeuwes,	2010a,	2010b;	Hickey	&	Van	Zoest,	2013).	
Typically,	 in	 these	 experiments,	 task-irrelevant	 target	 and	 distractor	 features	
(e.g.,	color	when	the	target	is	defined	by	shape)	can	remain	the	same	or	swap	
between	 following	 trials.	 In	 addition,	 for	 correct	 responses	 high	 and	 low	
rewards	 are	 distributed	 at	 random,	which	means	 that	 the	 environment	 (i.e.,	
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task	 at	 hand)	 is	 volatile	 and	 the	 short-term	 reward	 learning	 mechanisms	
largely	determines	the	overall	value	of	stimuli	and	hence	their	corresponding	
activity	 on	 the	 priority	 map.	 In	 accordance	 with	 traditional	 priming	 effects	
(e.g.,	Pinto,	Olivers,	&	Theeuwes,	2005),	greater	distraction	by	the	distractor	is	
expected	 when	 the	 task-irrelevant	 target	 and	 distractor	 features	 swap	
compared	to	when	they	remain	the	same	between	subsequent	trials.	Crucially,	
however,	 when	 rewards	 are	 distributed	 at	 random,	 inter-trial	 priming	 is	
modulated	 by	 the	 flexible	 value-based	 stimulus	 representations	 that	 are	
updated	by	 the	 short-term	reward	 learning	mechanism.	That	 is,	when	a	high	
reward	 is	 delivered,	 the	 typical	 priming	 effect	 is	 observed	 with	 faster	
responses	 if	 the	target	and	distractor	 features	remain	the	same	compared	to	
when	they	swap.	However,	when	a	low	reward	is	delivered,	the	typical	priming	
effect	reverses	and	observers	are	faster	to	respond	when	target	and	distractor	
features	 swap	 compared	 to	when	 they	 remain	 the	 same	 (e.g.,	 Hickey	 et	 al.,	
2010a,	2010b).	This	indicates	that	the	short-term	valuation	system	can	flexibly	
update	 the	 overall	 value	 of	 stimuli	 depending	 on	 reward	 outcomes,	 so	 that	
attentional	priority	of	previously	attended	features	is	enhanced	or	suppressed.	
That	is,	reward	prediction	errors	from	the	ventral	dopaminergic	reward	system	
can	 flexibly	 update	 value-based	 stimulus	 representations	 in	 target	 areas	 so	
that	the	activity	on	the	priority	map	is	biased	(Hikosaka	et	al.,	2014).	When	the	
observer	 receives	 a	 high	 reward,	 the	 short-term	 valuation	 system	 biases	
selection	 towards	 similar	 target	 features	 on	 the	 next	 trial,	 as	 those	 features	
are	 associated	 with	 a	 high	 expected	 value.	 However,	 when	 the	 observer	
receives	 a	 low	 reward,	 the	 short-term	 valuation	 system	 reduces	 attentional	
priority	 for	 similar	 target	 features	 on	 the	 next	 trail,	 as	 those	 features	 are	
associated	with	a	low	expected	value.	Because	the	environment	is	volatile	(i.e.,	
rewards	are	distributed	at	random),	the	observer	needs	to	constantly	update	
its	model	of	the	task	at	hand	and	therefore	attentional	priority	 is	only	biased	
towards	the	stimulus	features	of	the	previous	trial.		

Reward	 priming	 effects	 imply	 the	 existence	 of	 a	 short-term	 reward-
learning	 mechanism	 that	 can	 flexibly	 modulate	 stimulus	 representations	 so	
that	activity	on	the	priority	map	is	biased	on	a	trial-by-trial	basis.	The	delivery	
of	high	 reward	strengthens	 the	 representation	of	 features	 that	 characterized	
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the	 target	 on	 the	 previous	 trial,	 so	 that	 similar	 features	 are	 prioritized	 and	
more	likely	to	be	selected	on	the	current	trial.	Conversely,	the	delivery	of	low	
reward	 results	 in	 a	 relative	 devaluation	 of	 features	 that	 characterizes	 the	
target	on	the	previous	trial,	so	that	its	activity	on	the	priority	map	is	weakened	
and	 they	are	 less	 likely	 to	be	 selected	on	 the	 current	 trial.	 Similar	 to	 regular	
priming	 effects,	 these	 effects	 are	 considered	 to	 be	 rather	 automatic	 and	
resistant	 against	 the	 strategic	 deployment	 of	 attentional	 control.	 Even	when	
the	delivery	of	a	high	reward	predicts	a	high	chance	on	a	color	swap	and	the	
delivery	 of	 a	 low-reward	 predicts	 a	 high	 chance	 on	 no	 color	 swap,	 reward	
priming	is	observed	(Hickey	et	al.,	2010a).	That	is,	regardless	of	endogenously	
generated	task-set	to	down	regulate	the	stimulus	representation	of	the	target	
(features)	 after	 the	 delivery	 of	 a	 high	 reward,	 and	 up	 regulate	 the	 stimulus	
representation	of	the	target	(features)	after	the	delivery	of	a	low	reward,	the	
exact	opposite	prioritization	pattern	(i.e.,	reward	priming)	was	observed.		

Perhaps,	as	rewards	were	delivered	throughout	the	entire	experiment	
and	target	and	distractor	features	constantly	switched,	strategically	deploying	
goal-driven	attention	was	too	costly	in	terms	of	cognitive	resources.	Especially,	
because	there	was	little	preparation	time	to	voluntarily	implement	a	switch	or	
no-switch	strategy	and	trials	followed	each	other	rather	rhythmically.	Although	
it	is	known	that	switching	between	task-sets	(e.g.,	strategically	select	the	same	
or	a	different	color)	on	a	trial-by-trial	basis	is	attentionally	costly	and	effortful	
(see	 Botvinick	&	 Braver,	 2015),	 the	 results	 of	 Hickey	 and	 colleagues	 (2010a)	
might	 suggests	 that	 reward	 priming	 merely	 demonstrates	 the	 limitations	 of	
flexibly	 adjusting	 a	 strategic	 attentional	 control	 setting.	 Nevertheless,	 these	
results	clearly	 illustrate	that	automatic	reward	priming	effects,	elicited	by	the	
short-term	 flexible	 valuation	 system,	 overrule	 voluntary	 goal-driven	 control	
signals	 to	 implement	 the	 opposite	 selection	 strategy.	 This	 highlights	 the	
strength	 of	 reward	 learning	 mechanisms	 in	 determining	 attentional	 priority	
and	supports	the	idea	that	selection	depends	on	the	overall	value	that	stimuli	
have	in	the	environment.	

	
Value	driven	attentional	capture	

Crucially,	in	the	aforementioned	reward	priming	experiments,	rewards	
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were	distributed	at	random,	so	that	no	specific	target	feature	gets	consistently	
associated	with	 the	 delivery	 of	 a	 higher	 reward.	 As	 selection	 of	 both	 target	
features	(e.g.,	color)	equally	often	resulted	in	a	high	and	low	delivery	reward,	
the	long-term	valuation	system	could	not	accumulate	evidence	for	one	of	the	
target	features	being	more	predictive	of	a	higher	reward	outcome.	Therefore,	
attentional	priority	for	the	one	or	the	other	(e.g.,	red	or	green)	specific	target	
feature	was	only	determined	by	 the	 flexible	 value	 representations	 that	were	
updated	 on	 a	 trial-by-trial	 basis.	 However,	 when	 a	 specific	 feature	 is	
consistently	coupled	to	the	delivery	of	a	high	reward,	the	long-term	valuation	
system	ensures	that	the	stable	value	representations	of	that	particular	feature	
are	enhanced.	That	is,	the	dorsal	dopaminergic	reward	system	encodes	reward	
prediction	 errors	 that	 boost	 the	 value-based	 stimulus	 representations	 of	 the	
feature	that	is	structurally	associated	with	obtaining	high	reward	so	that	it	will	
be	 prioritized	 (Hikosaka	 et	 al.,	 2014).	 As	 the	 dorsal	 dopaminergic	 reward	
system	is	involved	in	habit	learning,	these	attentional	biases	are	persistent,	so	
that	 they	 can	 even	 be	 observed	 when	 rewards	 are	 no	 longer	 delivered	 and	
when	they	go	against	the	strategic	attentional	control	settings	of	the	observer.	

In	 addition	 to	 short-term	 priming	 effects,	 a	 long-term	 memory	
mechanism	can	elicit	 longer	lasting	selection	biases	towards	stimuli	that	have	
been	 continuously	 proven	 to	 be	 predictive	 of	 reward	 in	 the	 past.	 Whereas	
reward	 priming	 effects	 occur	 in	 volatile	 environments,	 long-term	 effects	 of	
reward	 on	 attentional	 priority	 occur	 in	 stable	 environments	 when	 the	 same	
stimulus-reward	 outcomes	 are	 repeatedly	 encountered.	 A	 large	 body	 of	
literature	 (e.g.,	 Anderson,	 Laurent,	 &	 Yantis,	 2011a,	 2011b;	 Failing	 &	
Theeuwes,	 2014;	 MacLean,	 Diaz,	 &,	 Giesbrecht,	 2016,	 Mine	 &	 Saiki,	 2015),	
including	 Chapter	 6	 and	 Chapter	 7	 of	 this	 thesis,	 has	 shown	 that	 otherwise	
neutral	 stimuli	 can	 be	 imbued	 with	 value,	 so	 that	 they	 have	 the	 ability	 to	
persistently	 capture	 attention,	 even	 in	 a	 context	 when	 reward	 is	 no	 longer	
delivered.	 When	 high	 compared	 to	 low	 reward	 associated	 stimuli	 capture	
attention	more	 strongly	 regardless	 of	 their	 physical	 salience	 and	 the	 current	
goals	 of	 the	 observer,	 this	 is	 referred	 to	 as	 value	 driven	 attentional	 capture	
(see	Anderson,	2013).	
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To	study	value	driven	attentional	capture,	a	training	phase-test	phase	
design	 is	 utilized.	 Typically,	 in	 the	 training	 phase,	 two	 equally	 salient	 target	
colors	are	coupled	to	the	distribution	of	reward,	so	that	one	color	reliably	(e.g.,	
80	 %)	 signals	 the	 delivery	 of	 a	 relatively	 high	 reward	 and	 the	 other	 color	
reliably	 signals	 the	 delivery	 of	 a	 relatively	 low	 reward	 (see	 Anderson,	 2013).	
Similar	 to	 the	 short-term	 reward	 learning	mechanism	 that	 is	 responsible	 for	
reward	priming,	initial	learning	in	the	training	phase	of	value	driven	attentional	
capture	 experiments	 is	mediated	 by	 the	 flexible	 valuation	 system.	 However,	
due	to	consistent	reinforcement	of	the	specific	stimulus-reward	contingencies,	
the	 long-term	 reward	 learning	 mechanism	 also	 accumulates	 evidence	 to	
update	stable	value-based	stimulus	representations	(see	Anderson,	2015).	This	
implies	 that	 reward	 prediction	 errors	 encoded	 by	 the	 dorsal	 dopaminergic	
reward	 system	 respectively	 enhance	 and	 suppress	 the	 stable	 value-based	
stimulus	 representations	 of	 the	 high	 and	 low	 reward	 associated	 stimulus	
(Hikosaka	 et	 al.,	 2014).	 In	 other	 words,	 during	 a	 training	 phase,	 when	 the	
stimulus-reward	contingencies	are	 initially	 learned	by	the	short-term	learning	
mechanism,	 the	 long-term	 learning	 mechanism	 imbues	 the	 stable	 stimulus	
representations	 of	 the	 high	 and	 low	 reward	 associated	 colors	 with	 their	
respective	 value.	 Then,	 in	 the	 subsequent	 test	 phase,	 rewards	 are	 no	 longer	
distributed	 and	 observers	 are	 typically	 presented	 with	 a	 variant	 of	 the	
additional	 singleton	 paradigm	 (e.g.,	 Anderson	 et	 al.,	 2011a,	 2011b).	 That	 is,	
observers	have	to	search	for	an	odd	shaped	target	amongst	several	distractor	
shapes	 and	 report	 the	 orientation	 of	 a	 line	 segment	 within	 the	 odd	 shaped	
target.	Crucially,	one	of	the	distractor	shapes	is	presented	in	the	color	that	was	
either	 imbued	with	high	or	 low	value	during	 the	training	phase.	Even	though	
color	 information	 is	 completely	 task	 irrelevant	 in	 the	 test	 phase	 and	
participants	are	 instructed	accordingly,	 the	high	compared	to	the	 low	reward	
associated	distractor	 typically	slows	down	search	 (see	Anderson	2013,	2015).	
This	 indicates	 that	 the	 stable	 value-based	 stimulus	 representations	 remain	
activated	 by	 the	 long-term,	 habitual,	 memory	 mechanism	 to	 bias	 selection	
even	 in	 a	 context	when	actual	 rewards	 are	no	 longer	delivered.	Accordingly,	
the	 activity	 across	 the	 attentional	 priority	 map	 remains	 biased	 towards	 the	
stimulus	 that	 was	 previously	 associated	 with	 the	 delivery	 of	 high	 reward.	
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Altogether,	 learning	 of	 consistent	 stimulus-reward	 outcomes	 can	 produce	
stable	value-based	stimulus	representations	that	remain	to	be	activated,	even	
in	contexts	when	rewards	are	no	longer	delivered,	so	that	attentional	priority	
is	biased	towards	stimuli	that	have	been	repeatedly	proven	to	be	predictive	of	
reward.		
	
Pavlovian	associative	reward	learning		

The	 previous	 section	 outlined	 that	 otherwise	 neutral	 stimuli	 can	 be	
imbued	with	value,	so	that	stimuli	associated	with	a	higher	reward-value	have	
the	 ability	 to	 capture	 attention	 more	 strongly	 in	 a	 test	 phase	 during	 which	
rewards	are	no	longer	delivered.	Critically,	 in	most	of	these	studies	observers	
searched	for	specifically	defined	targets	that	were	associated	with	the	delivery	
of	a	high	or	low	reward.	More	recently,	the	question	emerged	whether	value	
driven	attentional	capture	only	follows	when	target	stimuli	are	associated	with	
reward	by	instrumental	training	or	whether	this	can	be	extended	to	distractor	
stimuli	 that	merely	 signal	 reward	 availability	 (Le	 Pelley,	 Pearson,	 Griffiths,	 &	
Beesley,	2015).	This	question	is	of	specific	importance,	as	it	sheds	light	on	the	
nature	 of	 the	 associative	 learning	 mechanisms	 underlying	 value	 driven	
attentional	 capture	 (for	 a	 review	 see	 Le	 Pelley,	Mitchell,	 Beesley,	 George,	&	
Wills,	 2016).	 That	 is,	 when	 task-relevant	 stimuli	 are	 associated	 with	 reward	
delivery	through	training,	reinforcement	learning	might	promote	the	selection	
of	 the	 reward-signaling	 target	 (i.e.,	 instrumental	 learning)	 instead	 of	
attentional	priority	being	merely	 increased	because	of	 its	co-occurrence	with	
reward	 administration	 (i.e.,	 Pavlovian	 learning).	 As	 a	 result,	 this	 raises	 the	
possibility	 that	 value	 driven	 attentional	 capture	 by	 previously	 reward	
associated	 stimuli	 in	 the	 test	 phase	 is	 simply	 a	 carryover	 of	 an	 overlearned	
instrumental	response	towards	those	same	stimuli	in	the	training-phase.	

To	 explicitly	 dissociate	 between	 instrumental	 and	 Pavlovian	
associative	 reward	 learning,	 Le	 Pelley	 and	 colleagues	 (2015)	 designed	 a	
behavioral	 and	 oculomotor	 variation	 of	 the	 additional	 singleton	 paradigm	
(Theeuwes,	 1991,	 1992)	 in	 which	 high	 or	 low	 rewards	 were	 delivered	
depending	 on	 the	 color	 of	 a	 task-irrelevant	 distractor.	 Rewards	 were	
administered	throughout	the	entire	experiment,	so	that	there	was	no	training	
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phase-test	 phase	 design.	 Observers	 searched	 for	 a	 shape-singleton	 target,	
while	 a	 color-singleton	 distractor	 signaled	 the	 magnitude	 of	 the	 reward	
outcome.	 This	 implies	 that	 the	 reward	 associated	 stimulus	 was	 never	 the	
stimulus	 to	which	participants	had	to	direct	 their	attention	or	 response	 to.	 If	
anything,	 attentional	 orienting	 towards	 the	 distractor	 needed	 to	 be	
suppressed	in	order	to	give	a	correct	response	and	to	receive	reward	on	that	
trial.	 In	 fact,	 in	 the	 oculomotor	 versions	 of	 this	 task	 (Failing	 et	 al.,	 2015;	 Le	
Pelley	et	al.,	2015;	Pearson,	Donkin,	Tran,	Most,	&	Le	Pelley,	2015),	orienting	
towards	 the	reward	signaling	distractor	 immediately	 resulted	 in	 the	omission	
of	reward.	The	authors	reasoned	that	 if	 instrumental	 learning	underlies	value	
driven	attentional	capture,	high	compared	to	low	reward	signaling	distractors	
should	capture	attention	less	strongly,	as	instrumental	reinforcement	learning	
favors	 the	 suppression	 of	 the	 signal	 that	 predicts	 a	 high	 compared	 to	 low	
reward	 outcome.	 However,	 if	 Pavlovian	 learning	 underlies	 value	 driven	
attentional	capture,	high	compared	to	low	reward	signaling	distractors	should	
capture	 attention	 more	 strongly,	 as	 the	 Pavlovian	 signal-value	 of	 the	 high	
compared	 to	 the	 low	 reward	 signaling	 distractor	 is	 strengthened,	 making	 it	
more	difficult	to	perform	the	target	discrimination.	The	results	of	the	study	by	
Le	 Pelley	 and	 colleagues	 (2015)	 and	 similar	 studies	 (e.g.,	 Failing	 et	 al.,	 2015;	
McCoy	&	Theeuwes	2016;	Mine	&	Saiki,	2015;	Pearson	et	al.,	2015)	repeatedly	
showed	 that	 high	 compared	 to	 low	 reward	 signaling	 distractors	 capture	
attention	 more	 strongly.	 This	 suggests	 that	 associative	 reward	 learning	
underlying	value	driven	attentional	capture	occurs	by	means	of	the	Pavlovian	
signal-value	of	reward	associated	stimuli.	

The	 results	 of	 Chapter	 6	 and	 Chapter	 7	 of	 this	 thesis	 confirm	 that	
associative	 reward	 learning	 underlying	 value	 driven	 attentional	 capture	
happens	 in	 a	 Pavlovian	manner.	We	 extended	 previous	 findings	 by	 showing	
that	 Pavlovian	 associative	 reward	 learning	 can	 occur	 for	 completely	 task-
independent	 stimuli	 that	 are	 merely	 present	 in	 the	 environment	 instead	 of	
being	part	of	 the	task	at	hand	(i.e.,	competing	with	the	target	stimulus).	This	
indicates	that	 long-term	attentional	reward	effects	do	not	exclusively	depend	
on	 the	 action	 of	 selecting	 a	 reward	 associated	 stimulus.	 Instead,	 long-term	
attentional	 biases	 can	 be	 elicited	 by	 the	 mere	 exposure	 to	 stimulus-reward	
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contingencies	 that	 are	 present	 in	 the	 environment.	 This	 implies	 that	
modulation	of	activity	on	the	priority	map	does	not	depends	on	action	related	
processes	 (i.e.,	 selection	 history),	 but	 can	 also	 rely	 on	 perceptual	 processes	
that	 merely	 register	 stimulus-reward	 contingencies	 that	 are	 present	 in	 the	
environment.	 In	 Chapter	 7	 we	 pushed	 the	 limits	 of	 Pavlovian	 associative	
reward	 learning	by	 letting	observers	perform	a	demanding	 rapid	 serial	 visual	
presentation	 (RSVP)	 task	 at	 the	 center	 of	 the	 screen	 while	 stimulus-reward	
contingencies	were	presented	 in	 the	periphery.	Although	cognitive	 resources	
were	likely	summoned	to	a	large	extent	by	the	attentionally	demanding	task	at	
the	center,	 the	 results	 showed	that	 the	stimulus-reward	contingencies	 in	 the	
periphery	were	learned.	This	suggests	that	the	mere	co-occurrence	of	reward	
delivery	 and	 a	 visual	 experience	 can	 trigger	 associative	 reward	 learning	 that	
elicits	long-term	attentional	biases,	such	as	value	driven	attentional	capture.		

Part	III:	Summary	and	conclusion	
	

The	 idea	presented	here	 is	 that	 attentional	 priority	 is	 determined	by	
the	overall	value	that	stimuli	have	for	reproduction,	survival	and	wellbeing	in	a	
given	environment.	This	idea	is	in	line	with	the	well-described	stimulus-driven	
and	 goal-driven	 control	 mechanisms	 of	 visual	 selective	 attention	 that	 are	
related	 to	 prioritizing	 stimuli	 with	 the	 highest	 overall	 value.	 That	 is,	 salient	
stimuli	 that	 potentially	 carry	 important	 information	 about	 danger	 or	 reward	
are	automatically	 selected	and	 stimuli	 that	maximize	behavioral	outcomes	 in	
terms	of	the	ongoing	goals	of	the	observer	can	be	selected	voluntarily.	Given	
that	visual	selective	attention	can	be	controlled	at	will,	it	is	not	surprising	that	
the	knowledge	of	reward	availability	provides	a	motivational	incentive	for	the	
observer	 to	 enhance	 the	 strategic	 deployment	 of	 attention	 in	 a	 goal-driven	
manner.	 Indeed,	 it	 has	 been	 shown	 that	 the	 motivation	 to	 provide	 optimal	
behavioral	 performance	 enhances	 perceptual,	 attentional	 and	 cognitive	
control	 processes	 in	 order	 to	 obtain	 the	 desired	 outcome	 (see	 Pessoa	 &	
Engelmann,	2010).	These	effects	are	typically	observed	when	the	availability	of	
different	 reward	magnitudes	 is	 signaled	 in	advance,	 so	 that	 the	observer	can	
voluntarily	prioritize	those	stimuli	that	maximize	reward	income	(e.g.,	Chapter	
2	 &	 3).	 Furthermore,	 it	 has	 been	 shown	 that	 reward	 enhances	 goal-driven	

1 



	
	

	34	

attentional	 control	 processes	 when	 different	 target	 features	 are	 associated	
with	the	delivery	of	relatively	high	compared	to	low	reward	(e.g.,	Chapter	4).		

In	 addition	 to	 these	 motivational	 effects	 on	 goal-driven	 attentional	
control,	 attentional	 priority	 is	 directly	 influenced	 by	 the	 learned	 value	 that	
stimuli	 have	 acquired	 over	 time	 through	 experience	 (e.g.,	 Chapter	 4-7).	 This	
implies	 that	 visual	 selective	 attention	 is	 shaped	 by	 learning,	 allowing	 the	
selection	 of	 those	 stimuli	 that	 increase	 the	 likelihood	 that	 the	 observer	 will	
survive	 and	 thrive.	 The	 overall	 value	 of	 stimuli	 and	 hence	 their	 priority	 is	
reflected	by	the	activity	level	across	a	topographically	organized	map	of	space.	
This	 priority	 map	 reflects	 the	 interplay	 between	 stimulus-driven	 and	 goal-
driven	 attentional	 control	 processing,	 which	 is	 modulated	 by	 the	 learned	
significance	 or	 value	 that	 stimuli	 have	 acquired	 through	 experience.	 That	 is,	
reward-learning	mechanisms	affect	the	activity	across	the	priority	map	so	that	
stimuli	that	have	the	highest	overall	value	in	their	environment	are	prioritized	
to	 guide	 adaptive	 behavior.	 The	 overall	 value	 is	 determined	 by	 an	 adaptive	
short-term	 learning	 mechanism	 that	 produces	 flexible	 value	 representations	
and	an	incremental	long-term	learning	mechanism	that	produces	more	stable	
value	 representations.	 The	 idea	 is	 that	widespread	 dopaminergic	 projections	
enable	 neural	 plasticity	 in	 areas	 throughout	 the	 brain	 that	 represent	 the	
learned	 value	 of	 stimuli	 (Schultz	 et	 al.,	 1997).	 Reward	 prediction	 errors	
generated	 by	 ventral	 dopaminergic	 midbrain	 neurons	 shape	 flexible	 value	
representations	 that	 are	 associated	with	 short-term	memories	of	 the	 task	 at	
hand,	 whereas	 reward	 prediction	 errors	 generated	 by	 dorsal	 dopaminergic	
midbrain	neurons	 shape	 the	 stable	value	 representations	 that	are	associated	
with	 the	buildup	of	 long-term	memories	 through	experience	 (Hikosaka	et	al.,	
2014)		

During	 initial	 learning	or	 in	 a	 task	 context	when	 the	 stimulus-reward	
contingencies	 change	 frequently,	 attentional	 priority	 seems	 to	 be	 largely	
determined	 by	 flexible	 value-based	 stimulus-representations,	 because	 the	
observer	needs	to	act	based	on	a	constantly	updated	model	of	the	state	of	the	
task	 at	 hand.	 These	 short	 lived	 effects	 of	 the	 flexible	 valuation	 system	 are	
typically	observed	in	reward	priming	studies	(e.g.,	Hickey	et	al.,	2010a,	2010b),	
in	which	 high	 and	 low	 rewards	 are	 randomly	 distributed	 and	 target	 features	
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can	swap	or	remain	similar	on	consecutive	trials.	The	idea	is	that	a	short-term	
memory	 trace	or	 lingering	 selection	mechanism	updates	 flexible	 value-based	
stimulus	 representations	 so	 that	attentional	priority	 is	adjusted	on	a	 trial-by-
trial	basis.	That	is,	the	delivery	of	high	reward	strengthens	the	representation	
of	 features	 that	 characterizes	 the	 target	on	 the	previous	 trial,	 so	 that	 similar	
features	 are	 prioritized	 and	 more	 likely	 to	 be	 selected	 on	 the	 current	 trial.	
Conversely,	 the	 delivery	 of	 low	 reward	 results	 in	 a	 relative	 devaluation	 of	
features	 that	 characterized	 the	 target	 on	 the	 previous	 trial,	 so	 that	 their	
activity	on	the	priority	map	is	weakened	and	they	are	less	likely	to	be	selected	
on	 the	 current	 trial.	 As	 high	 and	 low	 rewards	 are	 randomly	 distributed	 in	
reward	priming	experiments,	enhanced	attentional	priority	for	the	one	or	the	
other	 target	 feature	 flexible	 changes	on	 a	 trial-by-trial	 basis.	 In	 addition,	 the	
short-term	 valuation	 system	 is	 also	 thought	 to	 be	 responsible	 for	 the	
modulation	of	attentional	priority	during	initial	learning,	when	specific	reward	
signaling	 stimuli	 are	 structurally	 coupled	 to	 the	 delivery	 of	 high	 and	 low	
reward	 (see	 Hikosaka,	 et	 al.,	 2014).	 These	 reward-driven	 attentional	 biases	
that	 arise	 while	 rewards	 are	 delivered,	 have	 been	 observed	 for	 reward	
signaling	cues	(e.g.,	Chapter	3),	 targets	(e.g.,	Chapter	4)	as	well	as	distractors	
(e.g.,	Chapter	5).			

In	 addition	 to	 short-lived	 attentional	 effects	 that	 are	 observed	while	
rewards	 are	 available,	 a	 long-term	 reward	 learning	 mechanism	 biases	
attention	towards	stimuli	that	have	been	proven	to	be	predictive	of	reward	in	
the	 past.	 That	 is,	 when	 the	 stimulus-reward	 contingencies	 in	 a	 specific	 task	
context	 are	 fixed,	 the	 deployment	 of	 attention	 is	 habitually	 biased	 towards	
those	stimuli	that	have	been	consistently	followed	by	the	delivery	of	relatively	
high	 compared	 to	 low	 reward	 (see	 Anderson,	 2015).	 These	 modulations	 of	
attentional	 priority	 seem	 to	 be	 largely	 dependent	 on	 stable	 value-based	
stimulus	 representations	 (Hikosaka	 et	 al.,	 2014)	 and	 can	 be	 persistent	 even	
when	the	actual	stimulus-rewards	are	no	longer	in	place	(e.g.,	Chapter	4,	6	&	
7).	Although	a	 large	body	of	 literature	has	shown	that	habitual	biases	can	be	
established	during	an	instrumental	learning	phase,	more	recent	evidence	(see	
Le	Pelley	et	al.,	2016)	suggests	that	these	habitual	and	persistent	modulations	
of	 attentional	 priority	 can	 be	 established	 through	 pure	 Pavlovian	 learning	 of	
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stimulus-reward	contingencies	(e.g.,	Chapter	6	&	7).	
To	 conclude,	 through	 multiple	 pathways	 the	 dopaminergic	 reward	

system	 can	 boost	 stimulus	 representations	 of	 reward	 related	 stimuli	 so	 that	
the	activity	on	the	priority	map	and	hence	visual	selective	attention	 is	biased	
towards	those	stimuli	that	are	associated	with	the	highest	reward	value.	That	
is,	 when	 value-based	 stimulus-representations	 are	 activated	 by	 short-	 and	
long-term	 memory	 mechanisms,	 attentional	 priority	 shifts	 in	 favor	 of	 those	
stimuli	that	have	been	learned	to	be	predictive	of	and/or	are	associated	with	
maximizing	 reward	 income.	 These	 effects	 seem	 to	 be	 automatic,	 resistant	
against	the	strategic	deployment	of	goal-driven	attention,	and	stimulus-driven	
in	nature.	In	addition	to	stimulus-driven	and	goal-driven	attentional	processes	
that	determine	the	activity	on	the	priority	map,	short-	and	 long-term	reward	
learning	mechanisms	modulate	attentional	priority	such	that	stimuli	that	have	
the	highest	overall	value	for	survival,	reproduction	and	wellbeing	are	selected.	
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